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Abstract

Intelligent agents must pursue their goals in complex environments with partial
information and often limited computational capacity. Reinforcement learning
methods have achieved great success by creating agents that optimize engineered
reward functions, but which often struggle to learn in sparse-reward environments,
generally require many environmental interactions to perform well, and are typi-
cally computationally very expensive. Active inference is a model-based approach
that directs agents to explore uncertain states while adhering to a prior model of
their goal behaviour. This paper introduces an active inference agent which mini-
mizes the novel free energy of the expected future. Our model is capable of solving
sparse-reward problems with a very high sample efficiency due to its objective
function, which encourages directed exploration of uncertain states. Moreover,
our model is computationally very light and can operate in a fully online manner
while achieving comparable performance to offline RL methods. We showcase
the capabilities of our model by solving the mountain car problem, where we
demonstrate its superior exploration properties and its robustness to observation
noise, which in fact improves performance. We also introduce a novel method
for approximating the prior model from the reward function, which simplifies the
expression of complex objectives and improves performance over previous active
inference approaches.

1 Introduction

The field of Reinforcement Learning (RL) has achieved great success in designing artificial agents
that can learn to navigate and solve unknown environments, and has had significant applications in
robotics [Kober et al., 2013, Polydoros and Nalpantidis, 2017], game playing [Mnih et al., 2015, Silver
et al., 2017, Shao et al., 2019], and many other dynamically varying environments with nontrivial
solutions [Padakandla, 2020]. However, environments with sparse reward signals are still an open
challenge in RL because optimizing policies over Heaviside or deceptive reward functions such as
that in the mountain car problem requires substantial exploration to experience enough reward to
learn.

Recently, Bayesian RL approaches [Ghavamzadeh et al., 2015] and the inclusion of novelty in
objective functions [Stadie et al., 2015, Burda et al., 2018, Shyam et al., 2019] have begun to
explicitly address the inherent exploration-exploitation trade-off in such sparse reward problems. In
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parallel to these developments, active inference (AIF) has emerged from the cognitive sciences as a
principled framework for intelligent and self-organising behaviour which naturally often converges
with state of the art paradigms in RL (e.g., Friston et al. [2009, 2015], Kaplan and Friston [2018],
Tschantz et al. [2020]). AIF agents minimize the divergence between an unbiased generative model
of the world and a biased generative model of their preferences (shortly, the prior). This objective
assigns an epistemic value to uncertain states, which enables directed exploration. Because of its
principled foundations and because reward functions can be seen as an indirect way of defining prior
models (cf. reward shaping [Ng et al., 1999]), active inference is often presented as a generalization of
RL, with KL-control and control-as-inference as close ontological relatives [Millidge et al., 2020b].

1.1 Related work

Until recently, active inference implementations have been constrained to toy problems in theoretical
expositions [Friston et al., 2015, 2017a,b]. Based on the work by Kingma and Welling [2014] on
amortized variational inference, Ueltzhöffer [2018] proposed the first scalable implementation of
AIF using deep neural networks to encode the unbiased generative model and evolution strategies to
estimate policy gradients from multiple parallel simulations on a GPU. Later publications proposed
more efficient policy optimization schemes, such as amortized policy inference [Millidge, 2019]
and applying the cross-entropy method [Tschantz et al., 2019, 2020]. This latter work also uses an
improved extension of the model free energy to future states, namely, the free energy of the expected
future [Millidge et al., 2020a] (cf. divergence minimization [Hafner et al., 2020]). In these papers,
active inference is shown to deliver better performance than current state of the art RL algorithms
on sparse-reward environments, although they use the goal states as hard-coded priors. We improve
upon the model of Tschantz et al. [2020] by demonstrating fully online learning on a single CPU core,
by modeling the transition model with gated recurrent units that can capture environment dynamics
over longer periods, and by learning the prior model from the (sparse) reward function through a
novel reward shaping algorithm.

2 Active inference

The objective of an active inference (AIF1) agent is to minimize surprise, defined as the negative
log-likelihood of an observation, − ln p(y). However, it is often intractable to compute this quantity
directly. Instead, we apply variational inference and minimize a tractable upper bound for surprisal,
namely, the variational free energy (VFE) of a latent model of the world. The agent possesses an
approximate posterior distribution q(x | y), where x is the latent state that is optimized to minimize
the variational free energy. The parameters of this approximate posterior can be thought of as the
agent’s ‘beliefs’ about its environment. The variational free energy can be written as:

VFE = Eq(xt|yt) [− ln p (yt | xt)] + DKL [q(xt | yt)‖ p(xt)] (1)

which is equivalent to the negative of the expectation lower bound (ELBO) used in variational
inference (e.g., [Attias, 1999, Kingma and Welling, 2014]).

Active inference agents select actions that are expected to minimize the path integral of the VFE for
future states [Friston, 2012]. There are two common extensions of the VFE to account for future
states, the expected free energy [Friston et al., 2015] and the free energy of the expected future (FEEF)
[Tschantz et al., 2020], which we use in this work. Millidge et al. [2020a] argues that the FEEF is
the only one consistent with Equation 1 when evaluated at the current time and additionally considers
the expected entropy in the likelihood p (yt | xt) when selecting a policy.

2.1 Free energy of the expected future

The FEEF is a scalar quantity that measures the KL-divergence between unbiased beliefs about
future states and observations and an agent’s preferences over those states. The preferences are
expressed as a biased generative model of the agent p̃ (y, x), also known as the prior. As in RL, the
agent’s world is modelled as a partially observed Markov decision process (POMDP) [Kaelbling
et al., 1998, Sutton and Barto, 1998, Murphy, 2000], where t is the current time, τ is some timestep
in the future and T is the prediction or planning horizon so that t ≤ τ ≤ T . A policy is a sequence

1It is common to abbreviate active inference as AIF to avoid confusion with artificial intelligence.
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of actions [at, . . . aτ , . . . aT ] sampled from a Gaussian policy π that is conditionally independent
across timesteps (i.e., has diagonal covariance matrix). We use the notation π ∼ π for a random
policy sample and its corresponding Gaussian policy, respectively. The FEEF can be separated into
an extrinsic (objective-seeking) term and an intrinsic (information-seeking) term when assuming the
factorization p̃ (yτ , xτ ) ≈ q (xτ | yτ ) p̃ (yτ ):

FEEF(π)τ = Eq(yτ ,xτ |π)DKL [q (yτ , xτ | π) ‖ p̃ (yτ , xτ )]

≈ Eq(xτ |π)DKL [q (yτ | xτ ) ‖ p̃ (yτ )]︸ ︷︷ ︸
Extrinsic value

−Eq(yτ |xτ ,π)DKL [q (xτ | yτ ) ‖ q (xτ | π)]︸ ︷︷ ︸
Intrinsic value

(2)

where the difference between the likelihoods q (yτ | xτ ) and p (yτ | xτ ) in Equation 1 is simply
notational.

Minimizing the extrinsic term biases agents towards policies that yield predictions close to their prior
(i.e. their desired future). Maximizing the intrinsic term gives agents a preference for states which
will lead to a large information gain – i.e., the agent tries to visit the states where it will learn the most.
The combination of extrinsic and intrinsic value together in a single objective leads to goal-directed
exploration, where the agent is driven to explore, but only in regions which are fruitful in terms of
achieving its goals. There is an additional exploratory factor implicit in the use of a KL-divergence in
the extrinsic term, which pushes the agent towards observations where the generative model is not as
certain about the likely outcome [Millidge et al., 2020a] due to the observation entropy term in the
KL-divergence.

The optimal Gaussian policy π∗ is found through the optimization

π∗ = arg min
π

T∑
τ=t

FEEF(π)τ (3)

by means of a maximum likelihood approach. Although the FEEF is not a likelihood, Whittle [1991]
shows that treating a path integral of a cost as a negative log-likelihood to minimize is formally
equivalent to least squares optimization methods, but more direct to compute.

3 The Active inference capsule

The active inference capsule consists of a variational autoencoder (VAE) which maps the agent’s noisy
observations to a latent representation, a gated recurrent unit (GRU) [Cho et al., 2014] which predicts
future latent states from the current latent state, and a policy optimization scheme that minimizes the
FEEF over a trajectory. The VAE and GRU learn an unbiased latent dynamical model in a similar
fashion as world models by Ha and Schmidhuber [2018]. Additionally, we propose an extension
where the prior model is also learned by the agent from the reward signal. A block-diagram of the
capsule is shown in Figure 1.

q(x0:t ∣ y0:t) q(yt:T ∣ xt:T)q(xt:T ∣ x0:t, π)y0:t x0:t

q(xt,T ∣ yt:T)

p̃(yt:T)

+−DKL in

DKL ex

FEEFt:T

π*t:T = arg min
πt:T ∑ FEEFt:T

π*t:T

Unbiased recognition model (VAE + latent RNN)

Policy optimization (CEM)

r0:t

1 − U(yt:T)

AIF Capsule

If prior is  
given

If prior model is  
learned from rewards

Figure 1: Block-diagram of the active inference capsule. The inputs are time-series of the observations
plus the biased priors on future states if given or else the rewards to learn from. The differences
between either source of priors are indicated with distinctive colors. The output is a time-series of
optimized beliefs over actions (i.e., a Gaussian policy) up to the planning horizon. Continuous lines
carry probability distributions whereas discontinuous lines carry real numbers (random samples).
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Perception and planning Both perception and planning are treated as inference processes (see
Figure 2). During perception, the capsule performs inference on the observations y through the
unbiased variational posterior and transition models. This updates the belief on the latent states x,
the recurrent states h of the GRU, which integrate temporal relations between latent states, and the
parameters of these models through a learning step. During planning, on the other hand, the current
recurrent states are used as initial conditions for the transition model to project future trajectories and
evaluate the FEEF for policy optimization.

Perception (inference from  to )y0 yt

yt

xt

ht

yt−1
xt−1
ht−1

xt−2
ht−2

yt−2

at−1at−2

Planning (inference from  to )yt+1 yT

yt+2
xt+2
ht+2

yt+1
xt+1
ht+1ht

at+1at

Figure 2: Graphical models of the inference during perception and planning. The future latents are
inferred again from the predicted observations, which captures the uncertainty from the variational
posterior into the FEEF.

Gaussian variational autoencoder The variational autoencoder (VAE) consists of the variational
posterior q(xt | yt) (encoder) and the likelihood q(yt | xt) (decoder), both Gaussian and approxi-
mated through amortized inference with neural networks [Kingma and Welling, 2014]. As pointed
out by Mattei and Frellsen [2018], the optimization of VAEs for continuous outputs is ill-posed. To
circumvent the issue, we fix the variance of the decoder to a default value or to the noise level of the
input if given (see the hyperparameters in Appendix A). The results are only mildly sensitive to this
parameter because the minima of the extrinsic term in Equation 2 with respect to the policy only de-
pends on the mode of the likelihood, which is ultimately unaffected by the noise. It does, nonetheless,
affect the spread of the likelihood and therefore the gradient of the optimization landscape.

Recurrent transition model The transition model is factorized into two terms:
q (xt+1 | xt, π) ≡ q (xt+1 | ht) q (ht | ht−1, xt, π) (4)

The right term is implemented by a GRU which processes the temporal information of the input
through a recurrent hidden state h. The left term is implemented by a fully-connected (FC) network
which predicts both the update on the latent state and the expected variance. Because the recurrent
states are deterministic, the variance of the predicted latent distributions does not include prediction
errors, which could be an improvement for future work. Our diagram in Figure 3 differs from Ha and
Schmidhuber [2018] in that it predicts an update on the latent state rather than the latent state itself,
as done by Tschantz et al. [2020]. Learning is achieved via stochastic gradient descent where the loss
is the KL-divergence between the predicted latent distribution and the variational posterior after the
observation, so that q (xt+1 | π) ≈ q (xt+1 | yt+1).

GRU ht

ht−1

π
FC

⟲ delay

q(xt+1 ∣ π)E[Δxt+1]

++

FC Var [q(xt+1 ∣ yt+1)]

E [q(xt ∣ yt)] E [q(xt+1 ∣ yt+1)]

Figure 3: Block-diagram of the transition model.

Model free energy In contrast to variational autoencoders, which only consider present observa-
tions, in an AIF capsule the latent states are also inferred from past sensory data. We propose the
following modification of Equation 1 that accounts for the transition model by using it in place of the
variational posterior and instead using the variational posterior of the current observation as prior for
the predicted latent states:

VFEcapsule = Eq(xt|xt−1,π) [− ln p (yt | xt)] + DKL [q(xt | xt−1, π)‖q(xt | yt)] (5)
This expression is used for evaluating the learning progress of the true generative model.
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3.1 Defining the prior

The AIF capsule supports using both a pre-set prior or else learning one from the reward function. A
prior in this context is simply a distribution over goal states. Under active inference, the agent uses
its own unbiased world model to generate trajectories that maximize the likelihood of the prior (i.e.,
reaching the goal). Importantly, when learning the prior the agent can also store information about
the optimal solution in a trajectory-independent way by modelling intermediate goal states. Moreover,
learning the prior enables the use of active inference agents in situations where manually defining a
prior is unfeasible. We propose a novel approach for learning the prior directly based on rewards using
Bellman’s optimality principle, therefore making a link with model-based reinforcement learning.

3.1.1 Method for learning the prior model from rewards

This section presents a novel method for optimal reward shaping [Ng et al., 1999] through a continuous
potential function that preserves the optimal policy and is compatible with the extrinsic value in
Equation 2. Let U(y) be a model of the utility of a state y to a trajectory passing through it. The
utility is a scaled sum of potential future rewards. We define a reward rt as a real number in the
range [−1, 1] associated with an observation yt, where −1 is maximally undesirable and 1 maximally
desirable. We use the same range and definitions for the utility. We suggest a similarity between the
utility model and the extrinsic value of the FEEF, which instead is a real-valued in the range [0,∞)
where 0 corresponds to preferences being perfectly fulfilled and∞ to absolutely unpreferred states.
Assuming the agent is not too far from its generative model we approximate the relation as

1−U(yt) ∝∼ Eq(xt|π)DKL [q (yt | xt) ‖ p̃ (yt)] (6)

In other words, both terms have approximately the same landscape. Because the optimal policy does
not depend on the absolute values of the FEEF but only on its minima, we can use 1−U(yt) during
policy optimization as a surrogate for the extrinsic term which implicitly contains the prior.

We model U as a multi-layered neural network with tanh activation on the outputs. At every
observation, information from the reward signal is infused into the utility model through a stochastic
gradient descend (SGD) step. The loss is the mean squared error between the predicted utility and
the utility by applying Bellman’s equation over a trajectory. In the latter, the discount factor is
exponentially decreased for past observations, which pushes the agent to more quickly reach the
rewarding states. Moreover, the learning rate in the SGD step is scaled with the absolute value of the
reward, which regularizes the magnitude of the model update with the intensity of the stimulus. We
also iterate multiple times the process to allow information to propagate back in time more effectively.
See algorithm 1 for pseudo-code of our dynamic programming approach of learning the utility model.

Algorithm 1: Learning the utility model from rewards
Input: Observations yt0:t — rewards rt0:t — utility model U — discount factor β — learning

rate α — iterations L
for Iteration i = 1 . . . L do

Initialize empty list of expected utilities û
for τ = t0 . . . t do

if τ = t then
ût ← rτ (in an online setting, future observations are unavailable)

else
ûτ ← rτ + βt−τU(yτ+1) (Bellman’s equation)

end
end
L ← MSE(U(yt0:t), ût0:t) (Compute loss)
∂WU

∂L ← Backpropagate(U,L) (Compute weight gradients)
WU ←WU − α |rt| ∂WU

∂L (Update weights)
end
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3.1.2 Policy optimization

Policies are optimized using the cross-entropy method (CEM) [Rubinstein, 1997]. Since the algorithm
is constrained to output Gaussian policies, the exact shape of the FEEF is not captured but the resulting
policies do track its minima [Tschantz et al., 2020]. The pseudocode for the optimization is provided
in algorithm 2.

Algorithm 2: Cross-entropy method for policy optimization
Input: Planning horizon T — Optimization iterations I — # policy samples N — # candidate

policies K — Transition model q(xt+1 | ht), q(ht | ht−1, xt, π) — encoder p(xt | yt) —
decoder p(yt | xt) — current states {xt, ht−1}— prior p̃(yt)

Initialize a Gaussian policy π ← N (0, IH×H)
for iteration i = 1 . . . I do

for sample policy j = 1 . . . N do
π(j) ∼ π
FEEF(j) = 0
for τ = t . . . T − 1 do

hτ ← E[q(hτ | hτ−1, π(j)
τ , xτ )]

q(xτ+1 | π(j)) ← q(xτ+1 | hτ )
q(yτ+1 | xτ+1)← Eq(xτ+1|π(j))[q(yτ+1 | xτ+1)]

q(xτ+1 | yτ+1)← Eq(yτ+1|π(j))[q(xτ+1 | yτ+1)]

FEEF(j)
τ+1 ← Eq(xτ+1|π(j))DKL[q(yτ+1 | xτ+1)‖ p̃(yτ+1)]

− Eq(yτ+1|π(j))DKL[q(xτ+1 | yτ+1)‖ q(xτ+1 | π(j))]

FEEF(j) ← FEEF(j) + FEEF(j)
τ+1

xτ+1 ← E[q(xτ+1 | π(j))]
end

end
Select best K policies Refit Gaussian policy π ← refit(π̂)

end
return π

4 Experiments on the mountain car problem

In this section, we study the performance of the active inference capsule using the continuous
mountain car problem from the open-source code library OpenAI Gym [Brockman et al., 2016].
This is a challenging problem for reinforcement learning algorithms because it requires a substantial
amount of exploration to overcome the sparse reward function (negative for every additional action,
positive only at the goal). Moreover, the task requires the agent to move away from the goal at first
in order to succeed. The objective is to reach the goal in less than 200 simulation steps. In our
experiments, the agent time-step size is 6 simulation steps and the planning window H = T − t is
defined in the agent’s time-scale (see subsection 4.1 for details).

Online learning For all tasks, we initialize all the agents with random weights and learn online
only. Training an agent for 150 epochs takes about 3 minutes on a single CPU core (Intel I7-4870HQ).
In contrast, previous approaches using active inference [Ueltzhöffer, 2018, Tschantz et al., 2019,
2020] and policy gradient methods (e.g., [Liu et al., 2017]) use (offline) policy replay and typically
need hours of GPU-accelerated compute while achieving similar convergence. To our knowledge,
this is the first model-based RL method to learn online using neural network representations. This is
afforded by the high sample efficiency of the FEEF, which directs exploration towards states that are
uncertain for both the encoder and transition models.

Given priors versus learned priors Figure 4 shows that agents with a given prior (a Gaussian
distribution around the goal state) depend on their planning window to find more optimal policies,
whereas agents that learn the prior converge to optimal policies with much shorter planning windows
and without such dependency. Figure 5 shows that the given prior misleads agents with short foresight
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to swing forward first, whereas the learned prior integrates information about the better strategy
and can be followed without a full preview of the trajectory to the goal. These results highlight the
importance of the prior for model exploitation. The unbiased predictor is an egocentric model of the
world, whereas the prior model is an allocentric representation of the agent’s intended behaviour. The
active inference capsule effectively combines both during policy optimization, therefore defining a
prior based only on the final goal blurs the objective for shorter planning windows. This experiment
shows that the reward function is a simple means of indirectly modelling a complex prior.
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Figure 4: Training curves for different types of agents. When given the prior, agents with a planning
window of 90 simulation steps (H=15) can reach the goal within the 200-step limit, whereas agents
with only a 60-step (H=10) foresight fail. The shortest possible time to the goal is about 70 simulation
steps. Agents that learn the prior converge to the optimal solution even if the planning horizon is
significantly earlier than 70 steps ahead, showing that the learned prior also captures information
about the optimal trajectories and not just the goal. Despite starting from a randomly initialized
model, AIF agents can direct exploration already from the first episode, evidenced by the better initial
performance compared to agents with purely random actions.
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Figure 5: Phase portraits of a trained agent of each type. The contour maps are the extrinsic values
of the FEEF, revealing the Gaussian priors and the learned prior, which also captures information
about the optimal trajectory (higher cost in being closer to the goal but having to swing back). The
red dots are the initial positions (randomized across trials), the thick continuous lines are the true
observations, the thick discontinuous lines are reconstructions by the VAE, and the thin lines are the
predictions projected onto the observation space through the decoder model.

Exploration properties Figure 4 also reveals that, despite starting without an objective, agents
that learn the prior on average find the solution in the first episode faster than agents that take random
actions and even agents with a given prior. This is an example of the information-seeking objective
of the FEEF. It results in a rapid and directed exploration of the state-space, which accelerates the
solution to this sparse reward RL problem.
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Effect of observation noise We explore the effect of adding Gaussian noise to the observations.
Figure 6 shows that, despite a brief initial disadvantage, the agents with noisy observations match the
performance of those with clean sensory data and even converge towards the optimal solution. We
think that this robustness to observation noise is supported by the KL-divergence in the extrinsic term,
as pointed out by Hafner et al. [2020] in the divergence minimization framework. In fact, rather than
impairing the capsule, observation noise actually improves learning of the unbiased model, evidenced
by the much faster convergence of the model free energy (VFEcapsule). [An, 1996] showed that
additional input noise induces a regularizing effect on the backpropagated errors that can improve
parameter exploration and prevent overfitting.
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Figure 6: (Left) Training curves for agents that learn their own prior, with and without observation
noise. Both have very similar convergence, showing that the model is robust to noise. (Right)
Cumulative free energy of each episode. The model free energy for agents with observation noise
converges much faster, possibly due to the additional regularizing effect against local optima.

Ablation study We explore the contributions of the intrinsic and the extrinsic terms in the behaviour
of the agents. Figure 7 shows that the intrinsic term alone drives convergent behaviour in the mountain
car problem. This is because the goal states are also the rarest (at most once per trial) and therefore
directed exploration is both necessary and sufficient to solve the task. Instead, the extrinsic term
alone almost never finds the goal state. The extrinsic term promotes exploration of the observation
space but not of the latent space (see subsection 2.1), which results in a lower sample efficiency for
model exploration. However, if we hot-start the agent for a few steps before disabling the intrinsic
term the behaviour becomes bimodal: the prior model can sometimes gather enough experience for
the extrinsic term to maintain a convergent behaviour. These results show that, while the extrinsic
term is responsible for the convergence to optimal solutions, the intrinsic term is key for making this
behaviour robust because it promotes policies with a high entropy, which prevents convergence to
local minima, as well as generates sufficient exploration of the state-space to obtain the sparse reward
necessary for learning.
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Figure 7: Training curves by selectively disabling the terms of the FEEF. The intrinsic term alone
(directed exploration) is enough to solve the mountain car problem. The extrinsic term alone is not
enough unless hot-started with some initial episodes with the full model. Then it either overcomes
the sparse rewards and converges or it fails to learn a good prior model due to insufficient exploration
(the plot is bimodal). The full model combines the convergent but unstable behaviour of the extrinsic
term with the robustness furnished by the high sample efficiency of the intrinsic term.

8



4.1 Implementation details

We update the agent every 6 simulation steps and apply the same action during that period. This
simple action-repeat method reduces computation cost, can increase the prediction performance due
to higher feature gradients and lower variance of future choices, and is observed in human subjects
too [Mnih et al., 2015, Sharma et al., 2017]. Following the same idea, the agent also commits to
executing the first two actions of the chosen policy. Effectively, the agent revises its policy every 12
simulation steps. For each experiment, we train 30 agents of each type and plot their mean and the
region of one standard deviation, clipped to the minimum or maximum per episode if exceeded. See
Appendix A for specific details of the neural networks and hyperparameters.

5 Discussion

We introduced an active inference capsule that can solve RL problems with sparse rewards online
and with a much smaller computational footprint than other approaches. This is achieved through
minimizing the novel free energy of the expected future objective with neural networks, which enables
a natural exploration-exploitation balance, a very high sample efficiency and robustness to input
noise.

Moreover, the capsule can either directly follow a given prior (i.e., the goal states) or learn one from
the reward signal using a novel algorithm based on Bellman’s equation. We compare both approaches
and show that agents with learned priors converge to optimal trajectories with much shorter planning
horizons. This is because learned priors approximate a density map of the rewarding trajectories,
whereas given priors typically only provide information of the final goals.

Our results show that the FEEF induces entropy regularization on the policies through uncertainty
sampling, which prevents local convergence and accelerates learning. Moreover, our algorithm learns
priors that push the agent to achieve its goals as early as possible within the constraints of the problem.
The combination of these two characteristics results in a fast and consistent convergence towards the
optimal solution in the mountain-car problem, which is a challenge for state of the art RL methods.

Despite the success of the method in the mountain car problem, it remains unclear if the goal-directed
exploration properties will scale to high-dimensional inputs or much more complex dynamics. It is
also unclear whereas the method we introduced for learning the prior model from the reward signal is
generally applicable to any problem. When working with images as inputs, it may be necessary to
pre-train the VAE offline on a large dataset and to use a GPU for accelerating computations.

Finally, we believe that the AIF capsule could become a building block for hierarchical RL, where
lower layers abstract action and perception into increasingly expressive spatiotemporal commands
and higher layers output priors for the lower layers. In this set up, scalability and generality would be
achieved by designing wider and deeper networks of AIF capsules, rather than using a large single
capsule.

Broader Impact

Active inference and the underlying free energy principle describe the self-organising behaviour
of biological systems at different spatiotemporal scales, ranging from microscales (e.g., cells), to
intermediate scales (e.g., learning processes), to macroscales (e.g., societal organization and the
emergence of new species) [Hesp et al., 2019]. It is a relatively new science with broad-ranging
applications in any technology that has to interact with the real world. But because of its complexity
and lack of efficient implementations, active inference has mostly remained an explanatory device
with limited applicability outside of the scientific scope. Developments like the active inference
capsule presented here may soon unlock the benefits of this new technology for nanobiology, robotics,
artificial intelligence, financial technologies, and other high-tech markets.

We acknowledge that the development of this technology may raise safety and ethical concerns in
the future, although the scope of the present work is still only methodological. Nonetheless, the
model-based nature of active inference renders its decisions partially explainable inasmuch as we
understand its priors, which are typically easy to interpret since they are expressed in the observation
space (e.g., Figure 5). This can be a great advantage over model-free RL methods, which instead are
very hard to interpret and to validate for safety-critical applications.
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A Implementation details and hyperparameters

The variational posterior model has a hidden layer with SiLU activations, which are typically better
than ReLU activations in RL settings [Elfwing et al., 2018], and two output layers for mean and
standard deviation. The likelihood model has the same structure but outputs a fixed standard deviation
(0.05 by default, 0.1 in the case of noisy inputs). The GRU of the transition model has input size
dim(x) + dim(a) and hidden size dim(z) parametrized by 2H · dim(x), where H is the planning
window in the agent’s time-scale. The FC layers map from dim(z) to dim(x). The observations are
the position and velocity (dim(y) = 2) and the actions are the horizontal force (dim(a) = 1). The
learned prior model consists of a single hidden layer with SiLU activations and Tanh activation on
the outputs. The full list of hyperparameters is shown in Table 1.

Table 1: Agent hyperparameters

General hyperparameters

Latent dimensions dim(x) 2
VAE hidden layer size 20
Observation noise std. 0 or 0.1
Time ratio simulation / agent 6
VAE learning rate (ADAM) 0.001
Transition model learning rate (ADAM) 0.001

Policy hyperparameters

Planning window H 6, 10 or 15
Actions before replanning 2
Policy samples N (CEM) 700 for H ∈ {6, 10}

1500 for H = 15
Candidate policies K (CEM) 70
Optimization iterations I (CEM) 2

Hyperparameters for learned priors

Hidden layer size (learned priors) 40
Learning rate (SGD) 0.1
SGD steps per reward 15
Discount factor β 0.995
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B Code

The repository of the code has the following structure:

aif_capsule/
|-- README.md # not in appendix
|-- __init__.py # not in appendix
|-- run_capsule_mountain_car.py
|-- models/
| |-- __init__.py # not in appendix
| |-- active_inference_capsule.py
| |-- prior_model.py
| |-- transition_model.py
| |-- vae.py
| `-- vae_dense_obs.py
|-- mountain_car/
| |-- __init__.py # not in appendix
| |-- plot_multiple_trainings.py # not in appendix (used during testing)
| |-- plotting.py
| `-- training.py
|-- utils/
| |-- __init__.py # not in appendix
| |-- args_class.py # not in appendix (used internally to mimmic comand line inputs)
| |-- model_saving.py
| |-- signal_smoothing.py # not in appendix (used for smoothing plot lines)
| |-- silu.py
| |-- timeline.py
| `-- value_map.py
`-- paper_results/ # not in appendix (contains trained models and plots)

The following subsections contain the code of the .py files relevant to training and evaluating AIF agents. The script
run_capsule_mountain_car.py facilitates operating the software from the command line. Its capabilities include:

Training a single agent:

> python run_capsule_mountain_car.py --settings='./paper_results/settings_learned_prior_H5.json' --save_dirpath='./paper_results/simulation_results/'

Training a batch of independent agents to gather training statistics

> python run_capsule_mountain_car.py --settings='./paper_results/settings_learned_prior_H5.json' --save_dirpath='./paper_results/simulation_results/' --batch_agents=30

Generating a video from a trained model (see an example here)

> python run_capsule_mountain_car.py --settings='./paper_results/settings_learned_prior_H5.json' --save_dirpath='./paper_results/simulation_results/'
--make_video=True --model_load_filepath='./paper_results/simulation_results/model_learned_prior_H5.pt'↪→

The subdirectory paper_results/ contains settings and results for all the agents displayed in the paper. See subsection B.6 for a full
list of command line options.
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B.1 Active inference capsule

models/active_inference_capsule.py

1 from typing import Union, Iterable
2
3 import torch
4 import torch.nn as nn
5 import torch.distributions as distr
6 import torch.autograd.profiler as profiler
7
8 from models.vae import VAE
9 from models.transition_model import PredictorGRU

10 from utils.timeline import Timeline
11
12
13 class ActiveInferenceCapsule(nn.Module):
14 """
15 Learns the observation (VAE), transition and prior models, and
16 generates policies with minimal Free Energy of the Expected Future [1].
17
18 Use:
19 Call step() at every time-step. The method returns the action to take next.
20
21 References:
22 - [1] B. Millidge et al, “Whence the Expected Free Energy?,” 2020, doi: 10.1162/neco_a_01354.
23 """
24
25 def __init__(self,
26 vae: VAE,
27 prior_model,
28 policy_dim: int,
29 time_step_size: float,
30 action_window: int,
31 planning_horizon: int,
32 n_policy_samples: int,
33 policy_iterations: int,
34 n_policy_candidates: int,
35 use_kl_intrinsic=True, # Use for ablation studies
36 use_kl_extrinsic=True): # Use for ablation studies
37 super(ActiveInferenceCapsule, self).__init__()
38 self.max_predicted_log_prob = 0.0
39
40 # internal models
41 self.vae = vae # p(x | y) and p(y | x)
42 self.transition_model = PredictorGRU( # p(x | π)
43 latent_dim=vae.latent_dim,
44 policy_dim=policy_dim,
45 dynamic_dim=planning_horizon * vae.latent_dim * 2, # Make large enough for representing trajectories (heuristic)
46 num_rnn_layers=1)
47 self.prior_model = prior_model # Given or learnable prior
48
49 # Policy settings
50 self.planning_horizon = planning_horizon
51 self.n_policy_samples = n_policy_samples
52 self.policy_iterations = policy_iterations
53 self.n_policy_candidates = n_policy_candidates
54 self.action_window = action_window
55 self.use_kl_intrinsic = use_kl_intrinsic
56 self.use_kl_extrinsic = use_kl_extrinsic
57
58 # Short-term memory
59 self.policy = None
60 self.policy_std = None # For logging only
61 self.next_FEEFs = None # For logging only
62 self.next_locs = None # For logging only
63 self.next_scales = None # For logging only
64 self.new_observations = []
65 self.new_actions = []
66 self.new_times = []
67
68 # Long-term memory
69 self.time_step_size = time_step_size
70 self.logged_history = Timeline()
71
72 self.reset_states()
73
74 def reset_states(self):
75 self.transition_model.reset_states()
76 if not isinstance(self.prior_model, distr.Distribution):
77 self.prior_model.reset_states()
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78 self.policy = torch.zeros((self.planning_horizon, self.policy_dim))
79 self.policy_std = torch.zeros((self.planning_horizon, self.policy_dim))
80 self.next_FEEFs = torch.zeros(self.planning_horizon)
81 self.next_locs = torch.zeros((self.planning_horizon, self.latent_dim))
82 self.next_scales = torch.zeros((self.planning_horizon, self.latent_dim))
83 self.new_observations = []
84 self.new_actions = []
85 self.new_times = []
86 self.logged_history = Timeline()
87
88 @property
89 def observation_dim(self):
90 return self.vae.observation_dim
91
92 @property
93 def latent_dim(self):
94 return self.vae.latent_dim
95
96 @property
97 def policy_dim(self):
98 return self.transition_model.policy_dim
99

100 @property
101 def dynamic_dim(self):
102 return self.transition_model.dynamic_dim
103
104 def step(self, time, observation: Union[torch.Tensor, Iterable], action: Union[torch.Tensor, Iterable] = None, reward: float = 0.0) -> torch.Tensor:
105 """
106 observation.shape = [observation_dim]
107 action.shape = [action_dim]
108 """
109 observation = observation if isinstance(observation, torch.Tensor) else torch.tensor(observation, dtype=torch.float32).view(-1)
110 self.logged_history.log(time, 'perceived_observations', observation)
111 if not isinstance(self.prior_model, distr.Distribution):
112 self.prior_model.learn(observation, reward)
113
114 action = action if isinstance(action, torch.Tensor) or action is None else torch.tensor(action, dtype=torch.float32)
115 if action is not None:
116 self.new_actions.append(action)
117 self.new_observations.append(observation)
118 self.new_times.append(time)
119 self.logged_history.log(time, 'perceived_actions', action)
120 else:
121 # The agent is passively observing and not evaluating the outcome of any policy yet
122 self.new_observations = []
123 self.new_actions = []
124 self.transition_model.reset_states() # Invalidate the previous dynamic states
125
126 if len(self.new_actions) == self.action_window:
127 # Evaluate outcomes of last policy and draw a new policy
128 new_observations = torch.stack(self.new_observations)
129 new_actions = torch.stack(self.new_actions)
130 with profiler.record_function("Learn observations"):
131 _, new_posterior = self.perceive_observations(new_observations) # + learning step on self.vae if in training mode
132 with profiler.record_function("Retrospect_actions"):
133 expected_x_mean, expected_x_std = self.transition_model.learn_policy_outcome(new_posterior, new_actions) # + learning step on self.transition_model

if in training mode↪→
134 with profiler.record_function("Sample_policy"):
135 self.policy, self.policy_std, self.next_FEEFs, self.next_locs, self.next_scales = self.sample_policy()
136 pred_t = time + self.time_step_size * torch.arange(0, self.planning_horizon)
137
138 # Log all relevant variables
139 expected_posterior = distr.Normal(expected_x_mean, expected_x_std)
140 expected_likelihood = self.vae.decode_density(expected_posterior.mean)
141 # expected_likelihood = distr.Normal(self.vae.decode(expected_posterior.mean), 1.0)
142 new_VFEs = (-expected_likelihood.log_prob(new_observations) + distr.kl_divergence(expected_posterior, new_posterior)).sum(1)
143 # new_VFEs = (-expected_likelihood.log_prob(new_observations) + distr.kl_divergence(expected_posterior, self.vae.px)).sum(1)
144 self.logged_history.log(self.new_times, 'VFE', new_VFEs.detach())
145 self.logged_history.log(self.new_times, 'perceived_locs', new_posterior.mean.detach())
146 self.logged_history.log(self.new_times, 'perceived_stds', new_posterior.stddev.detach())
147 self.logged_history.log(self.new_times, 'filtered_observations_locs', expected_likelihood.mean.detach())
148 self.logged_history.log(self.new_times, 'filtered_observations_stds', expected_likelihood.stddev.detach())
149 self.logged_history.log(self.new_times, 'observations', self.new_observations)
150 prediction = Timeline()
151 prediction.log(pred_t, 'policy', self.policy)
152 prediction.log(pred_t, 'policy_std', self.policy_std)
153 prediction.log(pred_t, 'FEEF', self.next_FEEFs)
154 prediction.log(pred_t, 'pred_locs', self.next_locs)
155 prediction.log(pred_t, 'pred_stds', self.next_scales)
156 self.logged_history.log(time, 'predictions', prediction)
157
158 # Reset action window percepts
159 self.new_observations = []
160 self.new_actions = []
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161 self.new_times = []
162
163 action = self.policy[len(self.new_actions)]
164 action_std = self.policy_std[len(self.new_actions)]
165 self.logged_history.log(time, 'actions_loc', action)
166 self.logged_history.log(time, 'actions_std', action_std)
167 self.logged_history.log(time, 'expected_locs', self.next_locs[len(self.new_actions)])
168 self.logged_history.log(time, 'expected_stds', self.next_scales[len(self.new_actions)])
169 self.logged_history.log(time, 'expected_FEEF', self.next_FEEFs[len(self.new_actions)])
170 return action
171
172 def kl_extrinsic(self, y):
173 if isinstance(self.prior_model, distr.Normal):
174 kl_extrinsic = distr.kl_divergence(distr.Normal(y, 1.0), self.prior_model).sum(dim=-1) # Sum over components, keep time-steps and batches
175 else:
176 # Surrogate for non-random modelled priors
177 kl_extrinsic = self.prior_model.extrinsic_kl(y).sum(dim=-1) # Sum over components, keep time-steps and batches
178 return kl_extrinsic
179
180 def _forward_policies(self, policies: torch.Tensor) -> (torch.Tensor, torch.Tensor, torch.Tensor):
181 """Forward-propagate a batch of policies in time and compute their FEEFs
182 Note:
183 policies.shape = [planning_horizon, n_policies, policy_dim]
184
185 References:
186 - [1] B. Millidge et al, “Whence the Expected Free Energy?,” 2020, doi: 10.1162/neco_a_01354.
187 """
188 with profiler.record_function("Policy propagation"):
189 next_x_means, next_x_stds = self.transition_model.predict(policies)
190 policy_posterior = distr.Normal(next_x_means, next_x_stds)
191 with profiler.record_function("FEEF"):
192 with profiler.record_function("Latent reconstruction"):
193 next_likelihoods = self.vae.decode_density(next_x_means)
194 next_posteriors = self.vae.infer_density(next_likelihoods.mean)
195
196 # Compute both KL components
197 kl_extrinsic = self.kl_extrinsic(next_likelihoods.mean)
198 kl_intrinsic = distr.kl_divergence(next_posteriors, policy_posterior).sum(dim=2) # Sum over components, keep time-steps and batches
199 # Disable components if doing an ablation study
200 kl_extrinsic = kl_extrinsic if self.use_kl_extrinsic else torch.zeros_like(kl_extrinsic)
201 kl_intrinsic = kl_intrinsic if self.use_kl_intrinsic else torch.zeros_like(kl_intrinsic)
202
203 FEEFs = kl_extrinsic - kl_intrinsic
204 return FEEFs, next_x_means, next_x_stds
205
206 def sample_policy(self):
207 """
208 Implementation of the Cross Entropy Method.
209 Similarly as done in [2].
210 References:
211 [2] Tschantz, A., Millidge, B., Seth, A. K., & Buckley, C. L. (2020). Reinforcement Learning through Active Inference. ArXiv.

http://arxiv.org/abs/2002.12636↪→
212 """
213
214 mean_best_policies = torch.zeros([self.planning_horizon, self.policy_dim])
215 std_best_policies = torch.ones([self.planning_horizon, self.policy_dim])
216 for i in range(self.policy_iterations):
217 policy_distr = distr.Normal(mean_best_policies, std_best_policies)
218 policies = policy_distr.sample([self.n_policy_samples, ]).transpose(0, 1)
219 FEEFs, next_x_means, next_x_stds = self._forward_policies(policies.clamp(-1.0, 1.0)) # Clamp needed to prevent policy explosion, since higher magnitudes

are unknown to the predictor and yield higher intrinsic value↪→
220 min_FEEF, min_FEEF_indices = FEEFs.sum(0).topk(self.n_policy_candidates, largest=False, sorted=False) # sum over timesteps to get integrated FEEF for

each policy, then pick the indices of the lowest↪→
221 mean_best_policies = policies[:, min_FEEF_indices].mean(1)
222 std_best_policies = policies[:, min_FEEF_indices].std(1)
223
224 # One last forward pass to gather the stats of the policy mean
225 FEEFs, next_x_means, next_x_stds = self._forward_policies(mean_best_policies.unsqueeze(1))
226 return mean_best_policies, std_best_policies, FEEFs.detach().squeeze(1), next_x_means.detach().squeeze(1), next_x_stds.detach().squeeze(1)
227
228 def perceive_observations(self, y: torch.Tensor) -> (torch.Tensor, torch.Tensor):
229 """
230 Returns the variational free energy for each observation and the encoded latents
231 Trains the variational autoencoder on the new observations if in training mode
232 """
233 if self.training:
234 with profiler.record_function("Learn VAE"):
235 VFE, qx_y = self.vae.learn(y)
236 else:
237 with profiler.record_function("Forward VAE loss"):
238 VFE, qx_y = self.vae.loss(y)
239
240 # Return last states detached from graph to avoid spurious backpropagation in other functions
241 qx_y.loc.detach_()
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242 qx_y.scale.detach_()
243 return VFE.detach(), qx_y

B.2 Transition model

models/transition_model.py

244 import torch
245 import torch.nn as nn
246 import torch.distributions as distr
247 import torch.optim as optim
248 import torch.autograd.profiler as profiler
249
250
251 class PredictorGRU(nn.Module):
252 """
253 Predictor model for latent state sequences conditioned on a policy (i.e., a sequence of control actions)
254
255 Args:
256 latent_dim: number of dimensions of the latent space
257 policy_dim: number of dimensions of the policy space
258 dynamic_dim: number of dimensions of the dynamic states (i.e., hidden states of the `RNN`)
259 num_rnn_layers: number of RNN layers
260 """
261
262 def __init__(self, latent_dim: int, policy_dim: int, dynamic_dim: int, num_rnn_layers: int):
263 super(PredictorGRU, self).__init__()
264 # Hyperparameters
265 self.latent_dim = latent_dim
266 self.policy_dim = policy_dim
267 self.dynamic_dim = dynamic_dim
268 self.num_rnn_layers = num_rnn_layers
269
270 # Neural networks:
271 self.gru = nn.GRU(input_size=latent_dim + policy_dim, hidden_size=dynamic_dim, num_layers=num_rnn_layers, dropout=0.05 if num_rnn_layers > 1 else 0)
272 self.mean_net = nn.Linear(dynamic_dim, latent_dim)
273 self.std_net = nn.Linear(dynamic_dim, latent_dim)
274 self.optimizer = optim.Adam(self.parameters(), lr=0.001)
275
276 # States
277 self.prev_dyn_state = None # The dynamical states before the latest observation
278 self.latest_latent = None # The latent state corresponding to the latest observation
279 self.reset_states()
280
281 def reset_states(self):
282 self.prev_dyn_state = torch.zeros((self.num_rnn_layers, 1, self.dynamic_dim))
283 self.latest_latent = torch.zeros((1, 1, self.latent_dim))
284
285 def forward(self, x: torch.Tensor, policy: torch.Tensor, dyn: torch.Tensor = None):
286 """
287 Predicts the latent state one time-step ahead
288 :param x: [sequence_length, n_policies, latent_dim]
289 :param policy: [sequence_length, n_policies, policy_dim]
290 :param dyn: An initial dynamic state (e.g., from the previous call). Shape: [num_rnn_layers, n_policies, dynamic_dim]
291 :return: the mean and variance of the density of the predicted latent, and the dynamic state
292 """
293 pred, dyn = self.gru(torch.cat((x, policy), dim=2), dyn)
294 return self.mean_net(pred) + x, nn.functional.softplus(self.std_net(pred)) + 1e-6, dyn
295
296 def predict(self, policy: torch.Tensor):
297 """
298 Predicts the latent state several time-steps ahead from the first_latent under the provided policy
299 :param policy: [sequence_length, n_policies, policy_dim]
300 :return: the mean and standard deviation of the predicted latents
301 """
302 steps, n_policies = policy.shape[:2]
303 next_mu = []
304 next_var = []
305
306 # If policies are batched, use the same states for each batch
307 if n_policies == 1:
308 prev_dyn = self.prev_dyn_state
309 first_latent = self.latest_latent
310 else:
311 prev_dyn = self.prev_dyn_state.expand((self.num_rnn_layers, n_policies, self.dynamic_dim))
312 first_latent = self.latest_latent.expand((1, n_policies, self.latent_dim))
313
314 for i in range(steps):
315 latent_mean, latent_std, dyn = self(first_latent if i == 0 else next_mu[i - 1], policy[[i]], prev_dyn)
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316 next_mu.append(latent_mean)
317 next_var.append(latent_std)
318 prev_dyn = dyn.detach()
319
320 return torch.cat(next_mu), torch.cat(next_var)
321
322 def learn_policy_outcome(self, px_y: distr.Distribution, policy: torch.Tensor):
323 """
324 Updates the dynamic state and trains the neural networks if in training mode.
325 :param px_y: a distribution over a sequence of latent states. [sequence_length, latent_dim]
326 :param policy: a sequence of actions preceding the observations. [sequence_length, policy_dim]
327 :param
328 """
329
330 with torch.no_grad():
331 prior_latents = torch.cat((self.latest_latent, px_y.mean[:-1].unsqueeze(1)), dim=0) # A sequence of latents that are prior to performing the actions
332
333 with profiler.record_function("Retrospection"):
334 pred_x_mean, pred_x_std, prev_dyn_state = self(prior_latents, policy.unsqueeze(1), self.prev_dyn_state)
335
336 if self.training:
337 with profiler.record_function("Transition backprop"):
338 self.optimizer.zero_grad()
339 pred_px_y = distr.Normal(pred_x_mean.squeeze(1), pred_x_std.squeeze(1))
340 loss = distr.kl_divergence(pred_px_y, px_y).sum() # Total divergence is sum of divergences for each latent component at every time-step
341 loss.backward()
342 self.optimizer.step()
343
344 self.prev_dyn_state = prev_dyn_state.detach()
345 self.latest_latent = px_y.mean[-1].reshape((1, 1, self.latent_dim)).detach() # The result of the last action. Not included in the dynamic state yet
346
347 return pred_x_mean.squeeze(1).detach(), pred_x_std.squeeze(1).detach()

B.3 Variational autoencoder

models/vae.py

348 # Base VAE class definition
349
350 import torch
351 import torch.nn as nn
352 import torch.distributions as distr
353
354 """
355 Base class for variational autoencoders
356 Adapted from https://github.com/iffsid/mmvae
357 """
358
359
360 class VAE(nn.Module):
361 def __init__(self, enc, dec, observation_dim, latent_dim):
362 super(VAE, self).__init__()
363 self.enc = enc
364 self.dec = dec
365 self._latent_dim = latent_dim
366 self._observation_dim = observation_dim
367 self.modelName = None
368 self._px_params = None # defined in subclass
369 self.llik_scaling = 1.0
370 self.data_shape = None # defined in subclass, e.g., [-1, 3, 420, 600]
371
372 @property
373 def px(self):
374 return distr.Normal(*self._px_params)
375
376 @property
377 def latent_dim(self):
378 return self._latent_dim
379
380 @property
381 def observation_dim(self):
382 return self._observation_dim
383
384 def forward(self, y) -> (distr.Distribution, distr.Distribution, torch.Tensor):
385 qx_y_params = self.enc(y)
386 qx_y = distr.Normal(*qx_y_params)
387 x_samples = qx_y.rsample()
388 py_x = distr.Normal(*self.dec(x_samples))
389 return qx_y, py_x, x_samples
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390
391 def loss(self, y):
392 qx_y, py_x, latents = self(y)
393 lpy_x = py_x.log_prob(y) * self.llik_scaling
394 kld = distr.kl_divergence(qx_y, self.px)
395 VFEs = kld.sum(-1) - lpy_x.sum(-1) # Computes variational free energy of each observation
396 return VFEs, qx_y
397
398 def learn(self, y):
399 pass
400
401 def generate(self, n_samples):
402 latents = self.px.rsample(torch.Size([n_samples]))
403 return self.decode(latents)
404
405 def reconstruct(self, data):
406 latents = self.infer(data)
407 recon = self.decode(latents)
408 return recon
409
410 def infer_density(self, data):
411 return distr.Normal(*self.enc(data))
412
413 def decode_density(self, latents):
414 return distr.Normal(*self.dec(latents))
415
416 def decode(self, latents):
417 recon = self.decode_density(latents).mean
418 return recon
419
420 def infer(self, data):
421 latents = self.infer_density(data).mean
422 return latents

models/vae_dense.py (variational autoencoder with densely-connected layers)

423 import torch
424 import torch.nn as nn
425 import torch.optim as optim
426
427 from models.vae import VAE
428 from utils.silu import SiLU
429
430
431 class Enc(nn.Module):
432 def __init__(self, observation_dim, latent_dim):
433 super(Enc, self).__init__()
434 self.enc = nn.Sequential(
435 nn.Linear(observation_dim, latent_dim * 10),
436 SiLU()
437 )
438 self.c1 = nn.Linear(latent_dim * 10, latent_dim)
439 self.c2 = nn.Linear(latent_dim * 10, latent_dim)
440
441 def forward(self, y):
442 e = self.enc(y)
443 return self.c1(e), nn.functional.softplus(self.c2(e)) + 1e-6
444
445
446 class Dec(nn.Module):
447 def __init__(self, observation_dim, latent_dim, observation_noise_std=None):
448 super(Dec, self).__init__()
449 if observation_noise_std is None or observation_noise_std is False:
450 self.observation_noise_std = torch.full([observation_dim], 0.05)
451 elif isinstance(observation_noise_std, float):
452 self.observation_noise_std = torch.full([observation_dim], observation_noise_std)
453 elif isinstance(observation_noise_std, (tuple, list, torch.Tensor)):
454 assert len(observation_noise_std) == observation_dim
455 self.observation_noise_std = torch.tensor(observation_noise_std, dtype=torch.float32)
456 else:
457 raise TypeError('Expected None, False, float, tuple, list or torch.Tensor for observation_noise_std')
458
459 self.dec = nn.Sequential(
460 nn.Linear(latent_dim, latent_dim * 10),
461 SiLU()
462 )
463 self.c1 = nn.Linear(latent_dim * 10, observation_dim)
464
465 def forward(self, x):
466 d = self.dec(x)
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467 return self.c1(d), self.observation_noise_std
468
469
470 class DenseObservation_VAE(VAE):
471 def __init__(self, observation_dim, latent_dim, observation_noise_std=None):
472 super(DenseObservation_VAE, self).__init__(
473 enc=Enc(observation_dim, latent_dim),
474 dec=Dec(observation_dim, latent_dim, observation_noise_std),
475 observation_dim=observation_dim,
476 latent_dim=latent_dim
477 )
478 self._px_params = [torch.zeros(1, latent_dim), # mu
479 torch.ones(1, latent_dim) * 0.3] # var
480 self.modelName = 'Dense observation VAE'
481 self.data_shape = [-1, observation_dim]
482 self.llik_scaling = latent_dim / observation_dim # Scale factor for the log-likelihood in the loss function
483 self.optimizer = optim.Adam(self.parameters(), lr=0.001)
484
485 def learn(self, y):
486 self.optimizer.zero_grad()
487 VFE, qx_y = self.loss(y)
488 VFE.mean().backward()
489 self.optimizer.step()
490 qx_y.loc.detach_()
491 qx_y.scale.detach_()
492 return VFE.detach(), qx_y

B.4 Learned prior

models/prior_model.py

493 import torch
494 import torch.nn as nn
495 import torch.optim as optim
496
497 from utils.silu import SiLU
498
499
500 class PriorModelBellman(nn.Module):
501 def __init__(self, observation_dim, learning_rate=0.001, iterate_train=1, discount_factor=0.99):
502 super(PriorModelBellman, self).__init__()
503 self.observation_dim = observation_dim
504 self.learning_rate = learning_rate
505 self.iterate_train = iterate_train
506 self.discount_factor = discount_factor
507 self.nn = nn.Sequential(
508 nn.Linear(observation_dim, observation_dim * 20),
509 SiLU(),
510 nn.Linear(observation_dim * 20, observation_dim),
511 nn.Tanh()
512 )
513 self.optimizer = optim.SGD(self.parameters(), lr=self.learning_rate)
514 self.observations = []
515 self.rewards = []
516
517 def reset_states(self):
518 self.observations = []
519 self.rewards = []
520
521 def forward(self, y):
522 return self.nn(y)
523
524 def extrinsic_kl(self, y):
525 return 1.0 - self.forward(y) # map from [-1, 1] to [2, 0]
526
527 def learn(self, y: torch.Tensor, r: float):
528 self.observations.append(y)
529 self.rewards.append(r)
530 if abs(r) > 0.1:
531 observations = torch.stack(self.observations)
532 rewards = torch.tensor(self.rewards)
533 rewards = rewards.expand((self.observation_dim, observations.shape[0])).transpose(0, 1)
534 for i in range(self.iterate_train):
535 disc = torch.pow(self.discount_factor, torch.arange(observations.shape[0], dtype=torch.float32).flip(0))
536 disc = disc.expand((self.observation_dim, observations.shape[0])).transpose(0, 1) # Apply same for each observation dim
537 forward_ = self.forward(observations)
538 with torch.no_grad():
539 pred_next_v = torch.cat([forward_[1:], torch.zeros((1, self.observation_dim))], dim=0)
540 r_ = rewards + disc * pred_next_v
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541
542 self.optimizer.zero_grad()
543 for g in self.optimizer.param_groups:
544 g['lr'] = self.learning_rate * abs(r)
545 loss = nn.functional.mse_loss(forward_, r_)
546 loss.backward()
547 self.optimizer.step()

B.5 Training script

mountain_car/training.py

548 import os
549 import sys
550 import json
551
552 import gym
553 import torch
554 import torch.distributions as distr
555 import numpy as np
556 import tqdm
557
558 from models.active_inference_capsule import ActiveInferenceCapsule
559 from utils.timeline import Timeline
560 from utils.value_map import ValueMap
561 from utils.model_saving import load_capsule_parameters
562 from models.vae_dense_obs import DenseObservation_VAE
563 from models.prior_model import PriorModelBellman
564 import mountain_car.plotting as plots
565
566
567 def args_to_simulation_settings(args):
568 """
569 Converts command line arguments into a settings dictionary to construct the agents and run simulations.
570 """
571 with open(args.settings, 'r') as f:
572 settings = json.load(f)
573
574 if 'PriorModelBellman' in settings['agent']['prior_model']:
575 prior_model = PriorModelBellman(**settings['agent']['prior_model']['PriorModelBellman'])
576 elif 'Normal' in settings['agent']['prior_model']:
577 prior_model = distr.Normal(torch.tensor(settings['agent']['prior_model']['Normal']['loc']), torch.tensor(settings['agent']['prior_model']['Normal']['std']))
578 else:
579 raise KeyError("Unknown prior_model. Make sure it's either PriorModelBellman or Normal")
580
581 settings['agent']['prior_model'] = prior_model
582 settings['agent']['vae'] = DenseObservation_VAE(**settings['agent']['vae'])
583 settings['simulation']['episode_callbacks'] = [plots.show_phase_portrait, plots.show_prediction_vs_outcome] if args.display_plots else []
584 if args.load_existing:
585 if args.model_load_filepath != '':
586 filepath = args.model_load_filepath
587 else:
588 filepath = os.path.join(args.save_dirpath, f'model_{settings["experiment_name"]}.pt')
589
590 if os.path.exists(filepath):
591 settings['simulation']['model_load_filepath'] = filepath
592 else:
593 raise FileNotFoundError(f'Previous model <{filepath}> not found.')
594 else:
595 settings['simulation']['model_load_filepath'] = None
596 settings['simulation']['save_dirpath'] = None if args.save_dirpath == '' else args.save_dirpath
597 settings['simulation']['model_name'] = settings['experiment_name']
598 settings['simulation']['save_all_episodes'] = args.save_all_episodes
599 settings['simulation']['verbose'] = args.verbose
600 settings['simulation']['display_simulation'] = args.display_simulation
601 return settings
602
603
604 def make_model_filepath(dirpath, name, instance=None, episode=None):
605 return os.path.join(dirpath, "model_{}{}{}.pt".format(name,
606 f"_id{instance}" if instance is not None else '',
607 f"_ep{episode:03d}" if episode is not None else ''))
608
609
610 def run_training(agent_parameters,
611 time_compression,
612 observation_noise_std=None,
613 include_cart_velocity=True,
614 model_id=None,
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615 hot_start_episodes=0,
616 episodes=1,
617 episode_callbacks=(),
618 frame_callbacks=(),
619 save_dirpath=None,
620 model_name='',
621 model_load_filepath=None,
622 save_all_episodes=False,
623 load_vae=True,
624 load_transition_model=True,
625 load_prior_model=True,
626 train_parameters=True,
627 verbose=True,
628 display_simulation=False):
629 """
630 Main training routine that trains an agent over a number of episodes on the mountain car environment.
631 """
632
633 env = gym.make('MountainCarContinuous-v0').env
634 observations_mapper = ValueMap(in_min=torch.tensor((-1.2, -0.07)), in_max=torch.tensor((0.6, 0.07)),
635 out_min=torch.tensor((-1.0, -1.0)), out_max=torch.tensor((1.0, 1.0)))
636 rewards_mapper = ValueMap(in_min=-100, in_max=100, out_min=-1, out_max=1)
637 aif_agent = ActiveInferenceCapsule(**agent_parameters)
638
639 # Load previous model
640 if model_load_filepath is not None:
641 load_capsule_parameters(aif_agent, model_load_filepath, load_vae, load_transition_model, load_prior_model)
642 if verbose:
643 loaded_models = []
644 loaded_models += ['vae'] if load_vae else []
645 loaded_models += ['transition_model'] if load_transition_model else []
646 loaded_models += ['prior_model'] if load_prior_model and not isinstance(aif_agent.prior_model, distr.Normal) else []
647 print(f"\nLoaded <{', '.join(loaded_models)}> from previous save at <{model_load_filepath}>")
648
649 if save_dirpath is not None and train_parameters:
650 torch.save(aif_agent.state_dict(), make_model_filepath(save_dirpath, model_name, model_id, 0 if save_all_episodes else None)) # save episode 0 (no training

yet)↪→
651
652 use_kl_intrinsic = aif_agent.use_kl_intrinsic
653 use_kl_extrinsic = aif_agent.use_kl_extrinsic
654 if not train_parameters:
655 aif_agent.eval()
656 training_history = Timeline()
657 max_episode_steps = 1000
658 for episode in range(episodes):
659 env.reset()
660 aif_agent.reset_states()
661 if episode < hot_start_episodes:
662 aif_agent.use_kl_intrinsic = True
663 aif_agent.use_kl_extrinsic = True
664 else:
665 aif_agent.use_kl_intrinsic = use_kl_intrinsic
666 aif_agent.use_kl_extrinsic = use_kl_extrinsic
667 observations_mapper = observations_mapper if observations_mapper is not None else lambda x: x
668 state = observations_mapper(torch.from_numpy(env.state).float())
669 state_noisy = state if observation_noise_std is None else state + torch.normal(0.0, torch.tensor(observation_noise_std))
670 action = aif_agent.step(0, state_noisy if include_cart_velocity else state_noisy[[0]])
671 total_reward = 0
672 episode_history = Timeline()
673 episode_history.log(0, 'true_observations', state)
674 episode_history.log(0, 'noisy_observations', state_noisy)
675 iterator = tqdm.tqdm(range(max_episode_steps), file=sys.stdout, disable=not verbose)
676 iterator.set_description(f'Running episode {episode}/{episodes}')
677 for i in iterator:
678 if display_simulation:
679 frame = env.render(mode='rgb_array')
680 else:
681 frame = None
682 t = i + 1
683 observation, reward, done, _ = env.step(action)
684 observation = observations_mapper(torch.from_numpy(observation).float())
685 reward = rewards_mapper(reward)
686 episode_history.log(t, 'true_observations', observation)
687 episode_history.log(t - 1, 'true_actions', action)
688 obs_noise = observation if observation_noise_std is None else observation + torch.normal(0.0, torch.tensor(observation_noise_std))
689 episode_history.log(t, 'noisy_observations', obs_noise)
690 if i % time_compression == 0:
691 action = aif_agent.step(t, obs_noise if include_cart_velocity else obs_noise[[0]], action, reward)
692 action = np.clip(action, env.min_action, env.max_action)
693 total_reward += reward
694
695 for callback in frame_callbacks:
696 callback(**dict(agent=aif_agent,
697 env=env,
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698 episode_reward=reward,
699 episode_history=episode_history,
700 observations_mapper=observations_mapper,
701 frame=frame))
702
703 if done:
704 if i % time_compression != 0: # if last state did not fall in the update, update anyways
705 aif_agent.step(t, obs_noise if include_cart_velocity else obs_noise[[0]], action=None, reward=reward)
706 iterator.set_postfix_str(f'reward={total_reward:.2f}')
707 break
708 elif i == max_episode_steps - 1:
709 iterator.set_postfix_str(f'reward={total_reward:.2f}')
710
711 for callback in episode_callbacks:
712 callback(**dict(agent=aif_agent,
713 env=env,
714 episode_reward=total_reward,
715 episode_history=episode_history,
716 observations_mapper=observations_mapper))
717
718 if save_dirpath is not None and train_parameters:
719 torch.save(aif_agent.state_dict(), make_model_filepath(save_dirpath, model_name, model_id, episode if save_all_episodes else None))
720 VFE, expected_FEEF = aif_agent.logged_history.select_features(['VFE', 'expected_FEEF'])[1]
721 training_history.log(episode, 'cumulative_VFE', sum(VFE).item())
722 training_history.log(episode, 'cumulative_FEEF', sum(expected_FEEF).item())
723 training_history.log(episode, 'steps_per_episode', len(episode_history.times))
724 training_history.log(episode, 'rewards', total_reward)
725
726 env.close()
727 return training_history

B.6 Main script

run_capsule_mountain_car.py

728 import os
729 import re
730 import sys
731 import copy
732 import glob
733 import shutil
734 import pickle
735 import argparse
736 import subprocess
737 from time import time
738 import multiprocessing
739
740 from tqdm import tqdm
741 import matplotlib.pyplot as plt
742
743 from mountain_car.training import args_to_simulation_settings
744 from mountain_car.training import run_training
745 import mountain_car.plotting as plots
746
747 """
748 This is the main script, which accepts options from the command line and can
749 - Train a single agent: showing training progress and optionally plotting insights for each episode
750 - Train a batch of agents: spawns simulations on parallel threads and collects training statistics
751 - Generate a video: takes a trained model and generates a .mp4 video of one episode
752 """
753
754 parser = argparse.ArgumentParser()
755 parser.add_argument("--settings", type=str, default="./paper_results/settings_learned_prior_H5.json")
756 parser.add_argument("--batch_agents", type=int, default=1)
757 parser.add_argument("--max_cpu", type=int, default=-1)
758 parser.add_argument("--make_video", type=bool, default=False)
759 parser.add_argument("--display_plots", type=bool, default=False)
760 parser.add_argument("--load_existing", type=bool, default=False)
761 parser.add_argument("--save_dirpath", type=str, default='./paper_results/simulation_results/')
762 parser.add_argument("--model_load_filepath", type=str, default='')
763 parser.add_argument("--save_all_episodes", type=bool, default=False)
764 parser.add_argument("--verbose", type=bool, default=True)
765 parser.add_argument("--display_simulation", type=bool, default=False)
766 args = parser.parse_args()
767 args.load_existing = args.make_video or args.load_existing # make sure we are loading a model when making a video
768 settings = args_to_simulation_settings(args)
769
770
771 # ------- TRAINING A SINGLE AGENT ---------
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772 def train_single_agent():
773 global settings
774 global args
775 run_training(
776 agent_parameters=settings['agent'],
777 **settings['simulation']
778 )
779
780
781 def _run_training_process(training_id):
782 global settings
783 global args
784 settings_copy = copy.deepcopy(settings)
785 settings_copy['simulation']['verbose'] = False
786 settings_copy['simulation']['model_id'] = training_id
787 return run_training(agent_parameters=settings_copy['agent'], **settings_copy['simulation'])
788
789
790 # ------- TRAINING A BATCH OF AGENTS ---------
791 def train_many_agents():
792 global settings
793 global args
794 num_cpu_cores = args.max_cpu if args.max_cpu > 0 else multiprocessing.cpu_count()
795 num_processes = min(args.batch_agents, num_cpu_cores)
796 if not os.path.exists(args.save_dirpath):
797 os.makedirs(args.save_dirpath)
798
799 print(f'\nRunning {args.batch_agents} simulations of {settings["experiment_name"]} in {num_processes} parallel processes...')
800 t0 = time()
801 with multiprocessing.Pool(processes=num_processes) as pool:
802 all_results = []
803 for new_result in tqdm(pool.imap_unordered(_run_training_process, range(args.batch_agents)), total=args.batch_agents, file=sys.stdout):
804 all_results.append(new_result)
805 with open(os.path.join(args.save_dirpath, f'results_{settings["experiment_name"]}.pickle'), 'wb') as f:
806 pickle.dump(all_results, f)
807 t1 = time() - t0
808 print(f'Finished {settings["simulation"]["episodes"] * args.batch_agents} episodes in {t1/60:.1f} minutes ({t1 / (settings["simulation"]["episodes"] *

args.batch_agents):.2f}s/episode)')↪→
809
810
811 # ------- MAKING A VIDEO ---------
812 def make_video():
813 global settings
814 global args
815 if settings['simulation']['model_load_filepath'] is None or not os.path.exists(settings['simulation']['model_load_filepath']):
816 raise RuntimeError('Provide a trained model through model_load_filepath for generating a video')
817
818 frames_path = os.path.join(args.save_dirpath, f'frames_{settings["experiment_name"]}')
819 video_path = os.path.join(args.save_dirpath, f'video_{settings["experiment_name"]}.mp4')
820
821 if not os.path.exists(frames_path):
822 os.makedirs(frames_path) # Make a directory to save the frame images
823
824 # If a video was previously made for the same model, delete it and clear all frames
825 for file_name in glob.glob(os.path.join(frames_path, '*.png')):
826 os.remove(file_name)
827 if os.path.exists(video_path):
828 os.remove(video_path)
829
830 # Callback function to draw each episode frame
831 def save_video_frame(agent, episode_history, observations_mapper, frame, **kwargs):
832 fig = plots.make_video_frame(agent, episode_history, frame, observations_mapper)
833 match = re.search(r'_ep(\d*).pt', settings['simulation']['model_load_filepath'])
834 if match: # the model contains the episode number
835 fig.subplots_adjust(top=0.88)
836 fig.suptitle(f'Episode {int(match.group(1))}', y=0.98)
837 fig.savefig(os.path.join(frames_path, f'frame_{len(episode_history.times):04d}.png'), dpi=200)
838 plt.close(fig)
839
840 settings['simulation']['observation_noise_std'] = settings['simulation']['observation_noise_std'] or 0.05 # When noise is None, set it to 0.05 for display
841 settings['simulation']['frame_callbacks'] = [save_video_frame]
842 settings['simulation']['display_simulation'] = True
843 settings['simulation']['train_parameters'] = False
844 settings['simulation']['episodes'] = 1
845 # Run the episode, rendering and saving each frame
846 run_training(
847 agent_parameters=settings['agent'],
848 **settings['simulation']
849 )
850
851 # Freeze the last second of video by repeating the last frame fps times
852 last_frame = sorted(glob.glob(os.path.join(frames_path, f'frame_*.png')))[-1]
853 last_id = int(last_frame[-8:-4])
854 for i in range(1, 25):
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855 shutil.copy(last_frame, os.path.join(frames_path, f'frame_{last_id + i:04d}.png'))
856
857 # Generate video from saved frames
858 subprocess.call([
859 'ffmpeg',
860 '-i', os.path.join(frames_path, 'frame_%04d.png'), # input images
861 '-r', '25', # output frame rate
862 '-pix_fmt', 'yuv420p',
863 '-b', '5000k', # 5Mb bitrate
864 video_path
865 ])
866
867
868 if __name__ == "__main__":
869 if args.batch_agents == 1 and args.make_video is False:
870 train_single_agent()
871 elif args.batch_agents > 1 and args.make_video is False:
872 train_many_agents()
873 elif args.batch_agents == 1 and args.make_video is True:
874 make_video()
875 elif args.batch_agents < 1:
876 raise RuntimeError('At least one agent requires (batch_agents=1)')
877 else:
878 raise RuntimeError('Cannot make video with batch_agents != 1')

B.7 Plotting functions

mountain_car/plotting.py

879 from typing import List, Union
880 import os
881
882 import matplotlib.pyplot as plt
883 import matplotlib.patches as patches
884 from mpl_toolkits.axes_grid1 import make_axes_locatable
885 import torch
886 import numpy as np
887
888 from models.active_inference_capsule import ActiveInferenceCapsule
889 from utils.timeline import Timeline
890 from utils.signal_smoothing import smooth
891
892
893 def _plot_observations_actions(axis, agent: ActiveInferenceCapsule, merged_history: Timeline):
894 # 1) Plot policy
895 times_act_loc, (act_loc, act_std) = merged_history.select_features(['actions_loc', 'actions_std'])
896 act_loc, act_std = torch.stack(act_loc).view(-1), torch.stack(act_std).view(-1)
897 axis.fill_between(times_act_loc, act_loc - act_std, act_loc + act_std, color='r', alpha=0.3, linewidth=0)
898 pl_pol = axis.plot(times_act_loc, act_loc, 'r--', linewidth=1, label='Policy')
899
900 # 2) Plot executed actions
901 times_actions, true_actions = merged_history.select_features('true_actions')
902 pl_act = axis.plot(times_actions, true_actions, 'b-.', linewidth=1, label='Executed action')
903
904 axis.set_ylabel('action', color='r', rotation=90)
905 axis.tick_params(axis='y', labelcolor='r')
906 axis_obs = axis.twinx()
907
908 # 3) Plot true observations
909 times_true_observations, true_observations = merged_history.select_features('true_observations')
910 times_noisy_observations, noisy_observations = merged_history.select_features('noisy_observations')
911 true_observations = torch.stack(true_observations)
912 noisy_observations = torch.stack(noisy_observations)
913 pl_pos = axis_obs.plot(times_true_observations, true_observations[:, 0], color='k', linewidth=1.0, label='true position')
914 pl_pos_noise = axis_obs.plot(times_noisy_observations, noisy_observations[:, 0], color='k', linestyle='--', linewidth=1.0, label='noisy observation')
915 # 4) Plot expected observations
916 times_filtered, (filtered_locs, filtered_stds) = merged_history.select_features(['filtered_observations_locs', 'filtered_observations_stds'])
917 if len(times_filtered) > 0:
918 locs_, stds_ = torch.stack(filtered_locs)[:, 0], torch.stack(filtered_stds)[:, 0]
919 axis_obs.fill_between(times_filtered, locs_ + stds_, locs_ - stds_, color='k', alpha=0.3)
920 else:
921 locs_ = []
922 pl_rec = axis_obs.plot(times_filtered, locs_, 'k', linestyle='dotted', linewidth=1.0, label='Likelihood $p(y\mid x)$')
923 axis_obs.set_ylabel('position', rotation=90) # we already handled the x-label with ax1
924
925 # Make common legend for both axes
926 lns = pl_pol + pl_act + pl_pos + pl_pos_noise + pl_rec
927 labs = [ln.get_label() for ln in lns]
928 axis.legend(lns, labs, loc='lower right', framealpha=0.4)
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929 axis.set_ylim((-2.5, 2.5))
930 axis.set_yticks([-2, -1, 0, 1, 2])
931 axis_obs.set_ylim((-1.1, 1.1))
932 axis.grid(linewidth=0.5, alpha=0.5)
933 axis.set_title('Observations and policy')
934
935 return axis
936
937
938 def _plot_latent_prediction(axis, latent_idx, merged_history: Timeline):
939 # 1) plot prediction tubes
940 times_replanning, predictions = merged_history.select_features('predictions')
941 for j, prediction in enumerate(predictions):
942 times_pred, (pred_locs, pred_stds) = prediction.select_features(['pred_locs', 'pred_stds'])
943 pred_locs, pred_stds = torch.stack(pred_locs)[:, latent_idx], torch.stack(pred_stds)[:, latent_idx] # convert to tensor and select latent dimension i
944 axis.fill_between(times_pred, pred_locs - pred_stds, pred_locs + pred_stds, color='k', alpha=0.1, linewidth=1)
945 axis.plot(times_pred, pred_locs, 'k--', alpha=0.7, linewidth=0.3, label='Predicted latent' if j == 1 else None)
946
947 # 2) plot expected latents
948 times_expectations, (expected_locs, expected_stds) = merged_history.select_features(['expected_locs', 'expected_stds'])
949 expected_locs, expected_stds = torch.stack(expected_locs)[:, latent_idx], torch.stack(expected_stds)[:, latent_idx] # convert to tensor and select latent

dimension i↪→
950 axis.fill_between(times_expectations, expected_locs - expected_stds, expected_locs + expected_stds, color='r', linewidth=0, alpha=0.3)
951 axis.plot(times_expectations, expected_locs, color=(0.8, 0, 0), linestyle='--', linewidth=1.0, alpha=0.8, label='Expected latent')
952
953 # 3) Plot perceived latents
954 times_percepts, (perceived_locs, perceived_stds) = merged_history.select_features(['perceived_locs', 'perceived_stds'])
955 perceived_locs, perceived_stds = torch.stack(perceived_locs)[:, latent_idx], torch.stack(perceived_stds)[:, latent_idx] # convert to tensor and select latent

dimension i↪→
956 axis.fill_between(times_percepts, perceived_locs - perceived_stds, perceived_locs + perceived_stds, color='b', linewidth=0, alpha=0.4)
957 axis.plot(times_percepts, perceived_locs, 'b', linewidth=1.0, label='Perceived latent')
958
959 axis.grid(linewidth=0.5, alpha=0.5)
960 axis.set_title(f'Latent {latent_idx + 1}')
961 axis.legend(loc='lower right', framealpha=0.3)
962
963
964 def _plot_phase_portrait(fig, axis, agent: ActiveInferenceCapsule, episode_history: Timeline, observations_mapper, label_cbar=True, show_t_goal=False, **kwargs):
965 axis.set_aspect(1.0)
966 grid_points = 30
967 # 1) Plot heat map of extrinsic KL divergence
968 sample_positions = torch.linspace(-1.0, 1.0, grid_points) # positions in the agent space (-1.2, 0.6) -> (-1.0, 1.0)
969 sample_velocities = torch.linspace(-1.0, 1.0, grid_points) # positions in the agent space (-1.2, 0.6) -> (-1.0, 1.0)
970 kl_extrinsic = torch.zeros((grid_points, grid_points))
971 with torch.no_grad():
972 for i in range(grid_points):
973 for j in range(grid_points):
974 if agent.observation_dim == 1: # Case where the agent cannot observe the velocity
975 kl_extrinsic[i, j] = agent.kl_extrinsic(sample_positions[[j]]).sum()
976 else:
977 kl_extrinsic[i, j] = agent.kl_extrinsic(torch.stack((sample_positions[j], sample_velocities[i]))).sum()
978
979 kl_bar_max = 1.0 if kl_extrinsic.max() < 1.5 else 2.0
980 clev = torch.linspace(0.0, max(kl_bar_max, kl_extrinsic.max().item()), 100)
981 cs = axis.contourf(sample_positions.expand((grid_points, grid_points)), sample_velocities.expand((grid_points, grid_points)).transpose(1, 0), kl_extrinsic, clev,

cmap='magma_r')↪→
982 for c in cs.collections:
983 c.set_rasterized(True)
984
985 divider = make_axes_locatable(axis)
986 cax = divider.append_axes("right", size="5%", pad=0.05)
987 cbar = fig.colorbar(cs, cax=cax, ticks=torch.linspace(0.0, kl_bar_max, 5))
988 if label_cbar:
989 cbar.set_label('KL extr.')
990
991 # 2) Plot trajectories
992 times_true_observations, true_observations = episode_history.select_features('true_observations')
993 true_observations = torch.stack(true_observations)
994 axis.plot(true_observations[:, 0], true_observations[:, 1], color=(0.5, 0.5, 1.0), linewidth=1.5)
995 axis.scatter([true_observations[0, 0]], [true_observations[0, 1]], color='r')
996
997 if agent.observation_dim == 2:
998 perceived_locs = agent.logged_history.select_features('perceived_locs')[1]
999 if len(perceived_locs) > 1: # Skip if no planning done yet

1000 perceived_locs = torch.stack(perceived_locs)
1001 perceived_observations = agent.vae.decode(perceived_locs).detach()
1002 axis.plot(perceived_observations[:, 0], perceived_observations[:, 1], color=(0.0, 1.0, 0.0), linestyle='--', linewidth=1.5)
1003
1004 # Plot predicted trajectories
1005 times_predictions, predictions = agent.logged_history.select_features('predictions')
1006 for j, prediction in enumerate(predictions):
1007 _, pred_locs = prediction.select_features('pred_locs')
1008 pred_locs = torch.stack(pred_locs)
1009 perceived_locs = agent.logged_history.get_frame(times_predictions[j])['perceived_locs']
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1010 # pred_locs = torch.stack(pred_locs)
1011 pred_obs = agent.vae.decode(torch.cat([perceived_locs.unsqueeze(0), pred_locs])).detach()
1012 axis.plot(pred_obs[:, 0], pred_obs[:, 1], color=(0.0, 0.9, 0.0), alpha=0.5, linewidth=0.5, label='Perceived latent' if j == 1 else None)
1013
1014 # 3) Plot goal box
1015 x1, y1 = observations_mapper(torch.tensor((0.45, 0.0))) # thresholds for mountain-car goal, transformed to problem coordinates
1016 x2, y2 = 1.0, 1.0
1017 axis.add_patch(patches.Polygon([[x1, y1], [x2, y1], [x2, y2], [x1, y2]], edgecolor='k', facecolor=(0.6, 0.6, 0.6), linestyle='--', alpha=0.5))
1018
1019 axis.set_xlabel('Horizontal position')
1020 axis.set_ylabel('Velocity', labelpad=-3)
1021 axis.set_title('Phase portrait with extrinsic value')
1022 if show_t_goal:
1023 axis.text(0.1, -0.9, f'$\mathrm{{t_{{goal}}}}={int(times_true_observations[-1])}$', backgroundcolor=(1.0, 1.0, 1.0, 0.4))
1024 axis.set_xlim([-1, 1])
1025 axis.set_ylim([-1, 1])
1026 axis.grid(color=(0.5, 0.5, 0.5), alpha=0.5, linewidth=0.2)
1027 return axis
1028
1029
1030 def show_prediction_vs_outcome(agent: ActiveInferenceCapsule, episode_history: Timeline, **kwargs):
1031 fig = plt.figure(figsize=(8, 6))
1032 merged_history = episode_history.merge(agent.logged_history)
1033
1034 # 1) Plot actions and states
1035 ax2 = fig.add_subplot(agent.latent_dim + 1, 1, 1)
1036 _plot_observations_actions(ax2, agent, merged_history)
1037
1038 for i in range(agent.latent_dim):
1039 ax1 = fig.add_subplot(agent.latent_dim + 1, 1, i + 2)
1040 _plot_latent_prediction(ax1, i, merged_history)
1041 ax2.set_xlim(*ax1.get_xlim()) # Make sure the timelines match between the action-state plot and the latent-predictions plots
1042
1043 fig.tight_layout()
1044 plt.show()
1045 plt.close()
1046
1047
1048 def show_phase_portrait(agent: ActiveInferenceCapsule, episode_history: Timeline, observations_mapper, **kwargs):
1049 fig = plt.figure(figsize=(5, 4))
1050 axis = fig.gca()
1051 _plot_phase_portrait(fig, axis, agent, episode_history, observations_mapper)
1052 axis.set_title('Given prior, H=90')
1053 fig.tight_layout()
1054 plt.savefig('phase_portrait.pdf')
1055 plt.show()
1056 plt.close()
1057
1058
1059 def show_FEEF_vs_FE(agent: ActiveInferenceCapsule, **kwargs):
1060 fig = plt.figure(figsize=(5, 4))
1061 ax = fig.gca()
1062 times_FEEF, expected_FEEF = agent.logged_history.select_features('expected_FEEF')
1063 times_FE, VFE = agent.logged_history.select_features('VFE')
1064 expected_FEEF = torch.stack(expected_FEEF).view(-1)
1065 VFE = torch.stack(VFE).view(-1)
1066 ax.plot(times_FE, VFE, 'b-', label='VFE')
1067 ax.plot(times_FEEF, expected_FEEF, 'r--', label='FEEF')
1068 ax.legend()
1069 fig.tight_layout()
1070 plt.show()
1071 plt.close()
1072
1073
1074 def plot_training_history(timelines: Union[Timeline, List[Timeline]], save_path=None, show=True, ax=None, label=None, color=(0.2, 0.4, 1.0), linestyle='-',

alpha=0.3, smoothing=0, hotstart_tmlns=None):↪→
1075 timelines = [timelines] if isinstance(timelines, Timeline) else timelines
1076 all_rewards = []
1077 times = None
1078 for timeline in timelines:
1079 times, durations = timeline.select_features('steps_per_episode')
1080 all_rewards.append(durations)
1081
1082 all_rewards = np.array(all_rewards)
1083 r_mean = smooth(all_rewards.mean(0), smoothing)
1084 r_std = all_rewards.std(0)
1085 r_max = smooth(np.array([min(a, b) for a, b in zip(r_mean + r_std, all_rewards.max(0))]), smoothing)
1086 r_min = smooth(np.array([max(a, b) for a, b in zip(r_mean - r_std, all_rewards.min(0))]), smoothing)
1087
1088 ax = ax or plt.figure(figsize=(6, 4)).gca()
1089 if len(all_rewards) > 1:
1090 ax.fill_between(times, r_min, r_max, color=color, linewidth=0, alpha=alpha)
1091 ax.plot(times, r_mean, color=[color[0]*0.75, color[1]*0.75, color[2]*0.75], linestyle=linestyle, linewidth=1.0, label=label)
1092 ax.set_yticks([0, 70, 200, 400, 600, 800, 1000])
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1093 ax.set_ylim((0, 1000.0))
1094
1095 if ax is None:
1096 plt.grid(linewidth=0.4, alpha=0.5)
1097 plt.axhline(200, color='k', linestyle='--', linewidth=0.5)
1098 plt.suptitle(f'Mountain car. Statistics of {len(timelines)} agents', y=0.94)
1099 plt.xlabel('Episodes')
1100 plt.ylabel('Steps until goal')
1101 if os.path.exists(os.path.dirname(save_path)):
1102 plt.savefig(save_path)
1103 if show:
1104 plt.show()
1105 plt.close()
1106 else:
1107 return ax
1108
1109
1110 def plot_training_free_energy(timelines: Union[Timeline, List[Timeline]], save_path=None, show=True, ax=None, label=None, color=(0.2, 0.4, 1.0), linestyle='-',

smoothing=0):↪→
1111 timelines = [timelines] if isinstance(timelines, Timeline) else timelines
1112 all_free_energies = []
1113 times = None
1114 for timeline in timelines:
1115 times, free_energy = timeline.select_features('cumulative_VFE')
1116 all_free_energies.append(free_energy)
1117
1118 all_free_energies = np.array(all_free_energies)
1119 r_mean = smooth(all_free_energies.mean(0), smoothing)
1120 r_std = all_free_energies.std(0)
1121 r_max = smooth(np.array([min(a, b) for a, b in zip(r_mean + r_std, all_free_energies.max(0))]), smoothing)
1122 r_min = smooth(np.array([max(a, b) for a, b in zip(r_mean - r_std, all_free_energies.min(0))]), smoothing)
1123
1124 ax = ax or plt.figure(figsize=(6, 4)).gca()
1125 if len(all_free_energies) > 1:
1126 ax.fill_between(times, r_min, r_max, color=color, linewidth=0, alpha=0.3)
1127 ax.plot(times, r_mean, color=[color[0]*0.75, color[1]*0.75, color[2]*0.75], linestyle=linestyle, linewidth=1.0, label=label)
1128
1129 if ax is None:
1130 plt.grid(linewidth=0.4, alpha=0.5)
1131 plt.axhline(200, color='k', linestyle='--', linewidth=0.5)
1132 plt.suptitle(f'Mountain car. Statistics of {len(timelines)} agents', y=0.94)
1133 plt.xlabel('Episodes')
1134 plt.ylabel('Cumulative free energy')
1135 if os.path.exists(os.path.dirname(save_path)):
1136 plt.savefig(save_path)
1137 if show:
1138 plt.show()
1139 plt.close()
1140 else:
1141 return ax
1142
1143
1144 def plot_cumulative_free_energies(timeline: Timeline):
1145 episodes, (cumulative_VFE, cumulative_FEEF) = timeline.select_features(['cumulative_VFE', 'cumulative_FEEF'])
1146 fig = plt.figure(figsize=(6, 4))
1147 ax = fig.gca()
1148 ax.plot(episodes, cumulative_VFE, 'b-', label='Cumulative FE')
1149 ax.plot(episodes, cumulative_FEEF, 'r--', label='Cumulative FEEF')
1150 ax.legend()
1151 ax.set_xlabel('Episode')
1152 ax.set_ylabel('Free energy')
1153 plt.show()
1154 plt.close()
1155
1156
1157 def make_video_frame(agent: ActiveInferenceCapsule, episode_history: Timeline, render, observations_mapper):
1158 fig = plt.figure(figsize=(6, 5))
1159 gs = fig.add_gridspec(5, 2)
1160 ax_phase = fig.add_subplot(gs[:3, 0])
1161 ax_frame = fig.add_subplot(gs[:3, 1])
1162 ax_action = fig.add_subplot(gs[3:, :])
1163
1164 _plot_phase_portrait(fig, ax_phase, agent, episode_history, observations_mapper)
1165 ax_phase.set_xticks([-1, -0.5, 0, 0.5, 1.0])
1166 ax_phase.set_yticks([-1, -0.5, 0, 0.5, 1.0])
1167
1168 ax_frame.set_title('Simulation frame')
1169 ax_frame.imshow(render)
1170 ax_frame.get_xaxis().set_visible(False)
1171 ax_frame.get_yaxis().set_visible(False)
1172
1173 ax_action = _plot_observations_actions(ax_action, agent, episode_history.merge(agent.logged_history))
1174 ax_action.set_xlim((0, 140))
1175 fig.tight_layout()
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1176
1177 # plt.show()
1178 return fig
1179
1180
1181 if __name__ == '__main__':
1182 import pickle
1183
1184 with open('./experiments/batch_run/results.pickle', 'rb') as f:
1185 tmlns = pickle.load(f)
1186 plot_training_history(tmlns, save_path='./experiments/batch_run/run_stats.pdf', show=True)

B.8 Utils

utils/model_saving.py

1187 import torch
1188 import torch.distributions
1189
1190 """
1191 Utility class to save and selectively load parts of the model
1192 """
1193
1194
1195 def save(model, model_save_filepath):
1196 torch.save(model.state_dict(), model_save_filepath)
1197
1198
1199 def _get_sub_model_state_dict(state_dict, sub_model_path):
1200 sub_model_dict = {}
1201 idx_next_child = len(sub_model_path)
1202 for key, value in state_dict.items():
1203 if key[:idx_next_child] == sub_model_path:
1204 sub_model_dict[key[idx_next_child + 1:]] = value
1205 return sub_model_dict
1206
1207
1208 def load_capsule_parameters(model, model_save_filepath, load_vae=True, load_transition_model=True, load_prior_model=True):
1209 state_dict = torch.load(model_save_filepath)
1210 if load_vae:
1211 model.vae.load_state_dict(_get_sub_model_state_dict(state_dict, 'vae'))
1212 if load_transition_model:
1213 model.transition_model.load_state_dict(_get_sub_model_state_dict(state_dict, 'transition_model'))
1214 if load_prior_model and not isinstance(model.prior_model, torch.distributions.Distribution):
1215 if len([key for key in state_dict.keys() if 'prior_model.' in key]) > 0:
1216 model.prior_model.load_state_dict(_get_sub_model_state_dict(state_dict, 'prior_model'))

utils/silu.py

1217 import torch.nn as nn
1218 import torch
1219
1220 """
1221 Implementation of the SiLU activation function for neural networks
1222 [1] Elfwing, S., Uchibe, E., & Doya, K. (2018). Sigmoid-weighted linear units for neural network function approximation in reinforcement learning. Neural Networks,

107(2015), 3–11. https://doi.org/10.1016/j.neunet.2017.12.012↪→
1223 """
1224
1225
1226 class _SiLU(nn.Module):
1227 def forward(self, x):
1228 return x * torch.sigmoid(x)
1229
1230
1231 # The SiLu activation (also known as Swish) was introduced in Pytorch 1.8. If not available, provide own implementation
1232 if hasattr(torch.nn, 'SiLU'):
1233 SiLU = torch.nn.SiLU
1234 else:
1235 SiLU = _SiLU
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utils/timeline.py

1236 from typing import Union, Any, List
1237 from collections.abc import Iterable
1238 from collections import defaultdict
1239
1240
1241 """
1242 Utility class for logging time-series data and doing some handy operations with it
1243 """
1244
1245
1246 class Timeline:
1247 def __init__(self, time_max_decimals=5):
1248 self.tml = defaultdict(dict)
1249 self.time_max_decimals = time_max_decimals
1250
1251 @property
1252 def times(self):
1253 return sorted(list(self.tml.keys()))
1254
1255 def get_frame(self, time):
1256 return self.tml[time]
1257
1258 def log(self, time: Union[int, float, List[Union[int, float]], Any], key: str, value: Union[Any, List[Any]]):
1259 """
1260 Add an entry for a particular time-step. Raises exception if the key already exists for that time-step.
1261 It is also possible to add entries in batch by providing a list of times and corresponding values.
1262 """
1263 if issubclass(type(time), Iterable):
1264 if issubclass(type(value), Iterable):
1265 assert len(time) == len(value), "Length of arrays <time> and <value> does not match"
1266 else:
1267 value = [value for _ in time]
1268 for i in range(len(time)):
1269 self.log(float(time[i]), key, value[i])
1270 else:
1271 time = round(float(time), self.time_max_decimals)
1272 if key in self.tml[time].keys():
1273 raise KeyError(f'key <{key}> already exists at t={time}')
1274 else:
1275 self.tml[time][key] = value
1276
1277 def select_features(self, keys: Union[str, List[str]]):
1278 """
1279 Returns all times and values for the given keys
1280 """
1281 keys = [keys] if isinstance(keys, str) else keys
1282 times = []
1283 values = [[] for _ in keys]
1284 for time in sorted(self.times): # make sure the return time-series is sorted (increasing time)
1285 if not all([key in self.tml[time].keys() for key in keys]):
1286 continue # Only include time-step if all keys have a datapoint in it
1287 times.append(time)
1288 for i, key in enumerate(keys):
1289 values[i].append(self.tml[time][key])
1290 if len(values) == 1:
1291 return times, values[0]
1292 else:
1293 return times, values
1294
1295 def delete_feature(self, key):
1296 for time in self.times:
1297 if key in list(self.tml[time].keys()):
1298 del self.tml[time][key]
1299
1300 def merge(self, other: 'Timeline'):
1301 new_times = sorted(list(set(self.times + other.times)))
1302 self_dt = self.times[-1] - self.times[-2]
1303 other_dt = other.times[-1] - other.times[-2]
1304 new_dt = new_times[-1] - new_times[-2]
1305 self_resampled = self.resample(new_times, extend_steps_ends=int(round(self_dt / new_dt, self.time_max_decimals)) - 1)
1306 other_resampled = other.resample(new_times, extend_steps_ends=int(round(other_dt / new_dt, self.time_max_decimals)) - 1)
1307 merged = Timeline()
1308 for t in new_times:
1309 for key, value in self_resampled.tml[t].items():
1310 merged.log(t, key, value)
1311 for key, value in other_resampled.tml[t].items():
1312 merged.log(t, key, value)
1313 return merged
1314
1315 def resample(self, new_times, extend_steps_ends=0, keep_outside_times=True):
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1316 """
1317 Returns a new Timeline object sampled at the new times.
1318 The values are selected from the closest available logged time-step.
1319 If the logs contain Timeline objects as values, these will be expanded recursively.
1320 If keep_outside_times==True (default), the times outside the range of new_times will be kept.
1321 """
1322 new_tml = Timeline()
1323 new_delta_t = 0 if not extend_steps_ends else new_times[-1] - new_times[-2]
1324 if extend_steps_ends:
1325 new_times = list(new_times) + [new_times[-1] + i * new_delta_t for i in range(1, extend_steps_ends + 1)]
1326 # Resample non-timeline objects
1327 resampled_times = []
1328 for new_t in new_times:
1329 try:
1330 closest_t = self.times[max([i for i, t in enumerate(self.times) if t <= new_t])] # Largest available time lower than new_t
1331 resampled_times.append(closest_t)
1332 except ValueError:
1333 continue # No time-step found before new_t, skip
1334 for key, value in self.tml[closest_t].items():
1335 if not isinstance(value, Timeline):
1336 new_tml.log(new_t, key, value)
1337 # Include times outside the range of new_times
1338 if keep_outside_times:
1339 outside_times = list(set(self.times) - set(resampled_times))
1340 for time in outside_times:
1341 for key, value in self.tml[time].items():
1342 if not isinstance(value, Timeline):
1343 new_tml.log(time, key, value)
1344 # Recursively resample timeline objects
1345 for current_t in self.times:
1346 for key, value in self.tml[current_t].items():
1347 if isinstance(value, Timeline):
1348 start_t = min(value.times)
1349 end_t = max(value.times) + extend_steps_ends * new_delta_t
1350 resampled = value.resample([t for t in new_times if start_t <= t <= end_t])
1351 closest_t = new_times[min([i for i, t in enumerate(new_times) if t >= current_t])] # Smallest new time larger than current_t
1352 new_tml.log(closest_t, key, resampled)
1353 return new_tml
1354
1355
1356 if __name__ == '__main__':
1357 import torch
1358 import numpy as np
1359
1360 tml = Timeline()
1361 tml.log(np.arange(0.0, 0.4, 0.1), 'torch', torch.randn(4))
1362 tml.log(0.1, 'val', 0.1)
1363 tml.log(0.2, 'val', 0.4)
1364 tml_sub = Timeline()
1365 tml_sub.log([0.2, 0.3], 'val2', [0.1, 0.5])
1366 tml.log(0.2, 'sub', tml_sub)
1367 tml.log(0.3, 'val', 0.2)
1368
1369 tml_other = Timeline()
1370 tml_other.log(np.arange(0.0, 0.4, 0.025), 'torch2', torch.randn(16))
1371 tml_merged = tml.merge(tml_other)
1372
1373 tml2 = tml.resample(np.arange(0.0, 0.3, 0.05), extend_steps_ends=2)
1374 times_, values_ = tml2.select_feature('sub')
1375 print(times_)
1376 print(values_)

utils/value_map.py

1377 import torch.nn as nn
1378
1379
1380 """
1381 Maps a value from a range onto another
1382 """
1383
1384
1385 class ValueMap(nn.Module):
1386 def __init__(self, in_min, in_max, out_min, out_max):
1387 super(ValueMap, self).__init__()
1388 self.in_min = in_min
1389 self.in_max = in_max
1390 self.out_min = out_min
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1391 self.out_max = out_max
1392 self.in_width = in_max - in_min
1393 self.out_width = out_max - out_min
1394
1395 def forward(self, value):
1396 return (value - self.in_min) / self.in_width * self.out_width + self.out_min
1397
1398 def inverse(self, value):
1399 return (value - self.out_min) / self.out_width * self.in_width + self.in_min
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